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Abstract

Learned policies in logistics and manufacturing can become
non-executable when safety zones, resource locks, or for-
bidden actions change during execution. We demonstrate
LIVESPEC, a runtime for keeping policy execution safe un-
der such live constraint edits. Operators edit typed con-
straints through a browser interface; the runtime converts
each active constraint into a per-state boolean action mask.
MaskablePPO receives this mask as its valid-action inter-
face, and a heuristic-based A* fallback uses the same mask
to prune violating successors. A spec-encoder projects the
active constraint set into the policy’s observation space, en-
abling one checkpoint per domain to handle multiple con-
figurations without retraining. We evaluate across three do-
mains (Warehouse, Blocks World, Sokoban) with nine cu-
rated presets covering unconstrained, rerouted, and hard-
constrained regimes. All six feasible presets are solved; three
hard-constrained presets remain unsolved. Constraint edits
take effect in under 1 ms (p95). The interface and mask prop-
agation are reusable across planning domains, while each do-
main supplies its own action mapping, constraint compiler,
and A* transition model.

Code — https://tinyurl.com/git-icaps26-livespec
Video — https://tinyurl.com/icaps26-livespec

Introduction
A warehouse supervisor closes a corridor for maintenance;
a factory operator locks a pallet mid-shift. The planning sys-
tem must react immediately, not after the current episode
and not after retraining. Runtime constraint changes are rou-
tine in operations, yet most planning architectures treat con-
straints as fixed inputs determined before execution.

RL policies are fast (a single forward pass per step) but
can select actions that are no longer executable after a con-
straint edit. A* search (Hart, Nilsson, and Raphael 1968) can
recover with a heuristic fallback, but re-expands the state
space from scratch after every edit. Plan repair (Fox et al.
2006) and continual planning (Brenner and Nebel 2006) ad-
dress replanning but typically assume a hand-specified ac-
tion model, not a learned policy. Shielded RL (Alshiekh
et al. 2018) enforces safety at runtime but treats the shield
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Figure 1: LIVESPEC architecture. The Shield converts S into
mask m shared by both tiers; SpecEncoder produces ϕ(S)
for policy conditioning.

as a fixed pre-computed artifact, not one that changes mid-
episode at a human operator’s request.

We present LIVESPEC, a tiered policy runtime (Fig-
ure 1) with a versioned Specification Store, a Shield map-
ping constraints to a boolean action mask, a SpecEncoder
projecting the spec into features, and a TieredPolicy whose
learned tier (MaskablePPO (Schulman et al. 2017; Huang
and Ontañón 2020)) samples from masked actions in one
forward pass, while the search tier (A* (Hart, Nilsson, and
Raphael 1968)) prunes violating successors. The key de-
sign challenge is keeping three representations consistent:
user-facing edits, the learned policy’s fixed action space,
and the heuristic-based A* fallback model. One shield out-
put masks the policy action space and filters A* successors,
enabling mid-episode tier switching. This addresses needs
in service robotics and logistics orchestration (Zhang et al.
2025) where runtime constraint monitoring (Cashmore et al.
2015) is a first-class requirement. Building on (Khandelwal,
Yip, and Sheth 2026), we contribute an open-source runtime
with live editing and a reusable specification layer.

System Architecture
At each step t the runtime executes four stages.
Mask computation. Given state st and specification S, the
Shield produces a boolean action mask:

mt = SHIELD(st,S) ∈ {0, 1}|A| (1)

Each active constraint contributes a predicate over (st, a);



Table 1: Results across nine curated presets. L: learned-tier
steps. S: search-tier steps. A dash indicates that the goal is
not solved under active hard constraints.

Domain Preset Steps L S Solved
Warehouse Unconstr. 36 8 28 ✓

Reroute 38 10 28 ✓
Blocked 200 2 198 —

Blocks Unconstr. 3 3 0 ✓
World Reroute 4 4 0 ✓

Blocked 18 3 15 —

Sokoban Unconstr. 8 8 0 ✓
Reroute 15 15 0 ✓
Blocked 32 15 17 —

their conjunction masks invalid actions without changing the
fixed action set.
Observation augmentation. The SpecEncoder maps S to
ϕ(S) ∈ {0, 1}K , producing õt = [ot ∥ϕ(S)]. During train-
ing, a SpecRandomizerWrapper samples random constraint
subsets each episode so one checkpoint per domain general-
izes across regimes.
Tiered action selection. The learned tier passes mt to the
MaskablePPO action-mask API so masked actions are ex-
cluded before selection. If the current world-state has been
visited N times (N =3; see supplementary for sensitivity),
the runtime switches to a heuristic-based A* fallback, ex-
panding only successors where m(a) = 1; once activated,
search stays active for the remainder of the episode.
Constraint edit protocol. When a user edits a constraint,
the store updates S and the Shield recomputes m at the
next step with no retraining. Edits accumulate in a versioned
specification; add, toggle, and remove operations recompute
masks from the active set. Current guarantees cover hard
constraints; preferences shape rewards rather than safety
masks. A* branching cost is exponential in horizon while the
forward pass is O(1). Persistent structural changes may still
require retraining, and retraining triggers are future work.

Demonstration and Results
The live demo exposes three curated presets per domain
through a browser interface. The presenter loads a preset,
runs the agent, and inspects per-step telemetry (tier badge,
blocked actions, constraint audit events). For the reroute pre-
set the presenter first runs unconstrained, then resets, adds
a constraint in the UI, and reruns to see the changed path,
demonstrating immediate constraint reactivity.

Table 1 summarizes all nine presets. Six feasible presets
are solved; three hard-constrained presets remain unsolved
within the configured budgets. In Blocks World and Sokoban
the learned tier solves every feasible preset alone; in Ware-
house the stall detector fires after 8–10 learned steps and A*
completes delivery.

Ablation context. In Warehouse, a pure learned agent (no
search fallback) fails on both constrained presets; a pure A*

agent solves them but searches from the start. The tiered de-
sign delegates to search only on detected stalls.

Edit latency & robustness. Across 75 trials (25 per
domain), apply edit + step once averages 0.55 ms
(p95 = 0.93 ms), constant in prior spec version count. Con-
straint satisfaction is enforced by construction via Eq. 1; the
shield is validated with domain-specific unit tests. Full traces
and hyperparameters appear in the supplementary material.

Conclusion
LIVESPEC integrates runtime-editable hard constraints into
a tiered learned-and-search runtime with sub-millisecond
edit latency and transparent tier switching. The shared shield
interface (a single boolean mask consumed by both a neural
policy and heuristic-based A*) is the core abstraction. New
planning domains require a Gym-style environment, action-
id mapping, constraint-template compiler, policy spec en-
coder, and A* transition model. The evaluation uses small
domains and six training specs per domain, so transfer is
multi-task rather than open-ended. For planning domains,
the demo target is safe execution under live hard-constraint
edits, not visualization alone; richer specification languages
and larger domains remain future work.
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