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Abstract

Dynamic Scene Reconstruction is the complex task of creat-
ing a virtual counterpart to a real environment. However, re-
cent advancements in foundation models have demonstrated
their emerging ability to interpret elements and properties in
scenes. While the use of these models in real-world domains
remains an open challenge, coupled with sensor data, they
provide a useful tool for generating the semantics of a scene.
This demonstration presents a new framework that uses depth
cameras and recent foundation models to identify and isolate
objects within a scene and encode their properties into a sym-
bolic representation in PDDL. This representation is suitable
for plan generation, execution, and visualisation, with scene
elements reconstructed in the Planning Domain Simulation
(PDSim) environment.

Introduction
Dynamic Scene Reconstruction is the task of creating a vir-
tual counterpart of a real physical environment. While such
environments can be used for a range of diverse tasks in-
volving autonomous agents, including training, teleopera-
tion, navigation, decision making, or monitoring as a digital
twin (Bavelos et al. 2025; Gu et al. 2023; Ni et al. 2025),
reconstructing an environment in a virtual form and under-
standing its dynamics and properties is a challenging task.

While the problem of identifying objects and object prop-
erties has a long history in areas like vision, sensing, and
robotics, with both manual and automated approaches being
proposed (Redmon et al. 2016; Chen et al. 2019; Schneider
et al. 2009; Vidal et al. 2023), recent advances in Genera-
tive AI provide new tools to aid in this process. Moreover,
since visualization tools and game engines are now com-
monly used for building simulation systems, the need for ap-
proaches that facilitate the process of reconstructing scenes
for such systems is seen as an important area of research.

In this demonstration, we consider the problem of auto-
matically identifying objects and their spatial properties in
order to build a symbolic representation that supports au-
tomated planning and plan visualisation. A combination of
depth cameras and foundation models are used to induce a
set of objects and object properties. This representation is
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Figure 1: Example environment.

Figure 2: System Diagram

then converted into a PDDL domain and problem (McDer-
mott et al. 1998), capable of being used for classical plan-
ning, providing a pipeline for converting continuous visual
data into discrete symbolic data supporting planning model
concepts. Given the induced planning model, we reconstruct
a visualisation of the scene using PDSim (De Pellegrin and
Petrick 2024), an open-source planning domain simulation
engine built within the Unity Game Engine (Unity Technolo-
gies 2025). This visualisation enables plans to be generated
and executed in the virtual environment.

Scene Reconstruction Pipeline
To form a symbolic representation of a discrete continu-
ous space and then build our simulated domain, we use
the pipeline in Figure 2. To support our demonstration,
we mimic a manufacturing environment with LEGO Bricks
(Figure 1, left). When stacking LEGO bricks the relative po-
sition of each brick matters which increases the complex-
ity of the domain. To simplify our model we treat stacks as
simply one brick on top of another equivalent to the Blocks
World representation.



Predicate Description

(Brick ?b) ?b is a brick
(Location ?l) ?l is a location
(Dimension ?d) ?d is a dimension.
(Colour ?c) ?c is an RGB colour
(Label ?la) ?la is a text label.
(brickAt ?b ?l) Brick ?b is at location ?l
(on ?b ?base) Brick ?b is on brick ?base
(clear ?b) No brick is on brick ?b
(brickDimension ?b ?d) Brick ?b scaled to dimension ?d.
(brickColour ?b ?c) Brick ?b is colour ?c
(brickLabel ?b ?la) Brick ?b has label ?la

Table 1: PDDL scene predicates.

Data Capture
A RealSense D435 depth camera is used to capture RGB and
depth videos at a recording resolution of 640x480 pixels at
15 frames per second over a 30 second recording window
with the camera positioned perpendicular to the table. We
capture this depth data to provide a realistic visual represen-
tation in the later stages.

Video Processing
The pipeline begins (Figure 2a) by extracting the colour and
depth frames from the recordings. Individual LEGO pieces
are then discovered within the table region using SAM2’s
Automatic Mask Generator (Ravi et al. 2024), tracked across
keyframes, and de-duplicated. Finally, each piece’s mask
pixels are projected into 3D camera space using the pinhole
camera model and aligned depth data, giving physical di-
mensions (width, length, height in mm) and a relative XY
position on the table.

Data Labelling This stage (Figure 2b) uses an external
labelling tool to assign descriptor labels to each iden-
tified element in the scene. For this demonstration we
use Vision Language Models (VLMs), specifically the
qwen3-vl:235b-cloud model through Ollama. The
VLM is provided with each identified mask and the prompt:
Label this LEGO element using a maximum
of 3 words. Do not label the colour. The
first three words from each response form the item descrip-
tion. Often the VLM included the colour in the generated
description which led to the constrained prompt.

Representation This stage (Figure 2d) converts the VLM-
induced labels into a partial automated planning representa-
tion. Objects and object properties are converted into their
PDDL equivalents and converted to Python for use with
the Unified Planning Library (UPL) (Micheli et al. 2025).
We consider each element of a planning problem Π =
⟨P,A, I,G⟩. Properties (P) are manually defined as seen in
Table 1. Actions (A) are prespecified mimicking a typical
Blocks World domain which includes actions for moving
blocks and placing or removing blocks from a stack. The
initial state (I) is automatically built using outputs from the
VLM. Each brick ?b is created and assigned to a Cartesian

Figure 3: Office Space Example

location ?l, an RGB colour ?c, 3D dimensions ?d and a
label ?la. As our task is to recreate the scene, the goal (G)
for this demo is the simple stacking of all objects.

Visualisation At this stage of the pipeline (Figure 2e),
the Planning Domain Simulation (PDSim) system (Pellegrin
and Petrick 2024) is used to visualise the planning domain
and automatically build our domain within Unity. All ren-
dered objects are initially basic cubes at the same coordinate
location. To visualise movements and arrange the scene, we
manually create animations for predicates using Unity Script
Graphs. In these graphs each node is an operation within
Unity. When a plan is executed, the Script Graph for each
predicate is automatically triggered upon reference and the
animation is run. Nodes in these graphs can be customised
using the Unity or PDSim libraries, which include nodes for
translating objects to the positions of other objects. After the
creation of the Script Graphs the domain will be initialised
(Figure 1, right).

Conclusion
Following this process the plans can be executed and visu-
alised within Unity. For instance, reaching the goal men-
tioned where all LEGO elements are stacked. Although we
test on LEGO related scenes this pipeline is not constrained
to this task. This pipeline can be taken and applied to a ma-
jority of scenes and where necessary aspects of the pipeline
can be switched for more task specific software.

The demonstration video found here on Youtube - https:
//youtu.be/2-7EH5sT0rk - will step through the entire
pipeline using the same LEGO example and also apply the
pipeline to the office space scene found in Figure 3.
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