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Abstract

Translating natural language into executable plans is a prov-
ably complex problem. LLMs can generate syntactically valid
PDDL, which is prone to contain semantic errors. Current
state-of-the-art systems tend to bypass this issue, by relying
on pre-defined ground-truth domains, or skipping structural
validation altogether, trusting the LLM’s own self-consistency.
To bridge this gap, we introduce LAPI(S)2. Our system
uses symbolic and semantic checks to iteratively improve the
generated symbolic domains, guaranteeing the successful exe-
cution of resulting plans in ground-truth scenarios. We tested
LAPI(S)2 on seven standard International Planning Com-
petition (IPC) domains against baselines like LLM+P and
NL2Plan. Zero-shot self-consistency improves by +29% over
LLM+P. Most importantly, an average success rate of 73%
is achieved for plans in real simulators, while the baselines
failed completely with a 0% success rate.
Demo website: https://emanuelemusumeci.github.io/LAPIS/,
Video: https://www.youtube.com/watch?v=rDj76jpD9g4

Introduction
In LLM-based planning, obtaining executable plans from a
strictly natural language input is a challenge. While LLMs
generate parsable PDDL (96% syntactic validity), only 25%
is semantically sound (Zuo et al. 2025), without external
grounding. In LLM-Modulo (Kambhampati et al. 2024),
LLM generation is guided through structured deterministic
feedback from symbolic validation. Along this line of work,
we propose LAPI(S)2, a four-stage pipeline (Fig. 1) that syn-
thesizes symbolic planning domains producing executable
plans, iteratively refining them by exploiting multiple feed-
back axes: schema injection, semantic verification, symbolic
validation and execution in ground truth simulators. Build-
ing on ContextMatters (Musumeci et al. 2026), schemas ex-
tracted from generated domains constrain problem synthesis,
static analyses catch unfixable preconditions, while structured
error feedback from ground truth simulation, mirroring the
agentic Observe-Think-Act loop, steers the symbolic model
towards a realistic fixpoint. Across 7 IPC domains, 100%
self-consistency is achieved, competing strongly against
LLM+P (Liu et al. 2023) and NL2Plan (Gestrin et al. 2025).
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Figure 1: LAPI(S)2 pipeline. Schema injection constrains
problem synthesis; semantic checks detect structural issues;
refinement loop corrects errors with VAL feedback.

Crucially, 100% symbolic validation success translates to
only 73% ground-truth executability.

Demo. We contribute a configurable benchmarking plat-
form (Fig. 2), to compare LLM-based symbolic planning
systems. Currently, users can run the LAPI(S)2 and LLM+P
pipelines and visualize the intermediate outputs throughout
the whole execution, over a dataset of preset IPC problems or
custom-defined ones. An LLM-based agentic editor allows
defining new problems and domains to further experiment.

Related Work
NL-to-PDDL Synthesis. NL2Plan (Gestrin et al. 2025) per-
forms NL-to-symbolic planning through a complex 6-step
synthesis process. ISR-LLM (Zhu, Jiao, and Peng 2024) em-
ploys symbolic-guided refinement but requires ground-truth
PDDL domains. La Malfa et al. (La Malfa et al. 2025) applies
a multi-agent architecture with symbolic feedback. Planning
in the Dark (Huang, Lipovetzky, and Cohn 2025) relies on se-
mantic schema ranking to identify semantic coherence gaps.
These approaches validate only symbolic self-consistency.
Conversely, LLM-Modulo (Kambhampati et al. 2024) utilizes
external verifiers for feedback, and Thought of Search (Katz
et al. 2024) bypasses PDDL entirely by steering the LLM
through deductive reasoning.
Benchmarks. Planetarium (Zuo et al. 2025) highlighted a
structural gap in LLM elicitation: 96% syntactically correct
models yield only 25% semantically correct ones. While Tan-
takoun et al. (Tantakoun, Muise, and Zhu 2025) warn that IPC
domains are likely within LLM training data, ContextMat-
ters (Musumeci et al. 2026) showed that iterative synthesis



Figure 2: GUI webapp. Left quadrant: PDDL preset or cus-
tom problems can be inserted and processed with LAPIS or
other baselines. Right quadrant: Model performances can be
compared based on our benchmarks.

can improve out-of-distribution modeling. LAPI(S)2 goes
further, adding multi-axis feedback to the iterative synthesis.

Methodology
Given an NL environment description, an initial PDDL do-
main is generated, encoding basic action schemas, types, and
predicates. A check based on Chain-of-Thought ensures that
this domain covers task requirements. Following (Gestrin
et al. 2025), a schema injection process forces exact type
definitions, predicate signatures, and constants from the gen-
erated domain into the problem generation step, preventing
the LLM from hallucinating predicates or argument types.
Before planning, a semantic verification step analyzes the
domain-problem pair for structural flaws, such as unfixable
preconditions, unreachable actions, and missing goal sup-
port. Syntactic and semantic errors flagged by the symbolic
planner and validator drive the problem refinement loop. The
LLM is prompted to progressively fix identified issues up to a
maximum number of retries. Constraints in prompts lock the
initial problem state to prevent the LLM from ”solving” errors
by hallucinating an easier starting world. Finally, to bridge
the gap between self-consistency and true executability, an or-
acled validation step (mirroring sim-to-real workflows) tests
generated plans in a ground-truth simulator. An LLM-based
mapping translates names from the generated schema to the
ground-truth schema, revealing the validation gap: plans that
pass self-consistency checks may still fail execution due to
semantic mismatches that symbolic validators cannot catch.

Evaluation
Table 1 presents our complete benchmark, evaluated across
7 IPC domains (20 problems each) from the LLM+P
dataset (Liu et al. 2023) using Claude Sonnet 4.6, the Fast-
Downward planner, the VAL (Howey, Long, and Fox 2004)
validator and UnifiedPlanning (Micheli et al. 2025) for
ground-truth simulation. An initial comparison against Large
Reasoning Models (Gemini 3.1 Pro, GPT 5.4, Claude 4.6

LLM+P* NL2Plan GT-LAPI(S)2* LAPI(S)2 Sim-LAPI(S)2

Domain Few* Zero* 325s GT* Zero Dom. Adq. VAL / GT

Blocksworld 100* 80* 95 100* 100 100 100 100/90
Floortile 100* 45* - 90* 90 90 85 100/75
Tyreworld 95* 90* - 95* 75 75 90 100/45
Storage 100* 90* 25 100* 75 100 100 100/35
Barman 95* 0* - 80* 0 50 100 100/90
Grippers 100* 100* - 100* 100 100 100 100/90
Termes 100* 95* - 100* 95 100 100 100/85

Avg 99* 71* - 95* 76 85 96 100/73

Table 1: Benchmarks results prove that only Sim-LAPI(S)2
achieved plans runnable in GT simulators (A/B values, A is
the generation success rate and B is the GT executability);
other approaches returned 0% executability (not shown).
Baselines using ground-truth domains are marked with ’*’.

Opus) used directly ”as-Planners” confirms our core hypoth-
esis: while these models achieve 100% plan self-consistency,
actual ground-truth executability remains exactly 0%. This
clearly proves that iterative synthesis is required to enforce
the real-world executability of generated plans.

Discussion. We compare LAPI(S)2 against The LLM+P
(Liu et al. 2023) and NL2Plan (Gestrin et al. 2025) as they
share our natural-language-to-plan model. LLM+P (Table
columns 1-2) uses ground-truth (GT) domains for its zero-
shot and few-shot settings. By skipping the domain gener-
ation step to match this setup, LAPI(S)2 achieves compet-
itive results. Conversely, NL2Plan (Col 3) generates both
domains and problems but suffers from high token costs and
latency. In comparison, LAPI(S)2 reaches 100% vs 95%
on Blocksworld while being faster (8.9s vs 325s) and 19×
cheaper. Our ”Sim-LAPI(S)2” architecture highlights the
”validation gap”: achieving 100% self-consistent plans trans-
lates to only 73% successful execution in the GT environ-
ment. Columns 6-8 provide an ablation study of our feedback
axes: we observe that self-consistency increases as feedback
sources are added. While switching from GT to generated
domains (”Dom.”) initially causes a performance drop, in-
troducing the domain adequacy check (”Adq.”) recovers the
success rate. Only the Sim-LAPI(S)2 configuration, where
feedback froum ground-truth simulation steers symbolic for-
mulation, achieves executable plans (reported in the A/B
format, Self-consistency %/ GT Executability %).

Conclusion. In this paper, we have introduced LAPI(S)2,
an iterative framework that translates natural language into ex-
ecutable symbolic plans. By combining LLM-based genera-
tion with strict structural and semantic validation, our system
actively refines PDDL code rather than relying on single-
shot prompts or pre-existing domains. Our results show that
natural language-to-plan synthesis works well for IPC-class
problems. LLMs are capable of keeping the symbolic vocab-
ulary perfectly aligned between the domain and problem by
using feedback from symbolic validation. We also found that
standard validation is slightly misleading: zero symbolic val-
idation issues still only guarantee 73% real-world execution
success rate. Future works will exploit knowledge compres-
sion systems (Musumeci, Suriani, and Nardi 2025), to add
more situational and generalizable semantic feedback.
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